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Abstract— Today's dynamic battlefield environment 

requires rapid reconfiguration and reorganization of 
warfighter assets, communication links, and computing 
resources in response to enemy attacks.  The extent to which 
supporting operations can take place autonomously, and 
thus more rapidly, could be critical to neutralizing future 
enemy threats. This paper describes a software system 
developed at The Aerospace Corporation called Automated 
Threat Response using Intelligent Agents (ATRIA).  
ATRIA agents detect signals indicating an enemy theater 
ballistic missile attack and then automatically gather 
strategic data, generate internal plans, and task surveillance 
and strike resources to track and destroy the missiles.  The 
agents discover and access data and resources distributed 
across a dynamic, wide area network.  In earlier reported 
versions of ATRIA [Quan, 2001], we assumed that this 
network infrastructure was always available and operated 
without errors.  However real networks, particularly in the 
battlefield, are subject to message traffic congestion as well 
as node and link outages.  Accordingly, we have introduced 
into ATRIA a capability that allows failures and congestion 
in the network, and then demonstrates how such problems 
can be automatically detected and repaired by software 
(SW) agents through the use of unmanned aerial vehicles 
(UAV).  Unlike the previous version of ATRIA, there is no 
central authority or hierarchical organization that determines 
problem priority or allocation of resources, such as which 
network nodes to repair and which UAVs to utilize. Rather, 
it is the cooperative activity of multiple SW agents, driven 
by measures of overall node value, that results in 
distributed, self-organizing problem solving.  A prototype 
has been implemented to allow testing of the ATRIA system 
against various scenarios. 
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1. INTRODUCTION 

Today’s dynamic battlefield environment requires rapid 
reconfiguration and reorganization of war fighter assets, 
communication links, and computing resources in response 
to enemy attacks. The changing needs of the mission must 
drive real-time allocation of assets.1  All source information 
to facilitate this must be available, fused, processed, and 
interpreted in a timely fashion.  In addition, many operations 
can be automated and decision support systems provided to 
increase timeliness and reduce error.2   This concept echoes 
several themes elaborated by Joint Vision (JV) 2010 and 
2020 from the Department of Defense [1,2,3,4]. 
 
This paper describes an advanced information system 
developed at The Aerospace Corporation that can provide 
such capabilities, called Automated Threat Response Using 
Intelligent Agents (ATRIA).  The ATRIA project 
demonstrates the advantages that can be gained by 
combining an advanced information infrastructure with 
intelligent software agents to provide connectivity, 
interoperability, and dynamic control and allocation of 
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1 An asset is defined to be a participant in the performance of a mission, 
including weapons, aircraft, sensors, databases and other information 
system assets, or military personnel.   
2 This paper does not address which functions should be automated, wholly 
or in part.  Virtually all operations, however, will have sub-functions that 
can be automated (e.g. information gathering), and decisions requiring a 
human-in-the-loop may benefit from decision support systems. 



assets.3   ATRIA agents function on behalf of the various 
actors and assets on the network, monitoring status and 
events, tasking assets, and scheduling processes. The agents 
dynamically discover and access data and resources 
distributed across a dynamic, wide area network through the 
use of Internet directory service technology.  The agent-
based design hides the complexity of communication 
between heterogeneous “stovepiped”  military systems and 
data sources that have been traditionally difficult to 
coordinate.  Such agents can, in theory, serve as a powerful 
force multiplier, significantly enhancing human operators’  
ability to conduct complex, time-critical activities. 
 
The scenario that we have chosen to illustrate this capability 
deals with the detection, tracking, and destruction of enemy 
theater ballistic missiles. ATRIA agents detect signals 
indicating an enemy attack and then automatically gather 
strategic data, generate plans, and task surveillance and 
strike resources to counter the enemy threat.  We reported 
on this capability at the 2001 IEEE Aerospace Conference 
[7].  Therefore, we present only a brief overview of the 
tactical scenario and ATRIA components in the next 
section.   
 
The earlier version of ATRIA assumed that links and nodes 
of the network and sufficient bandwidth were always 
available.  Of course, in the real world, network assets may 
be unavailable due to damage, congestion, or other causes.  
Therefore, in this version of ATRIA we have developed a 
network troubleshooting and repair capability using 
distributed problem solving.  When the agents detect 
network problems due to outages or congestion, they seek to 
repair or improve the situation by tasking the radio links 
provided by unmanned aerial vehicles (UAVs).  No central 
authority determines which nodes to repair and which 
UAVs to utilize. Rather, it is the cooperative activity of 
multiple software (SW) agents, driven by node value 
measures, that results in distributed, self-organizing problem 
solving.  This will be explained in more detail later in this 
paper.   
 
Several government programs have recognized the need to 
recover from network disruptions and provide surge 
capability. For example, the Defense Switched Network 
seeks to assure connectivity to all users, despite any 
degradation that may occur due to network disruptions, 
natural disasters, or surges during crisis or war [5]. The 
National Oceanic and Atmospheric Administration’s 
(NOAA) Peacewing project is investigating the use of solar-
powered UAVs for emergency communications when 
natural disasters damage the communications infrastructure.  
Peacewing employs Helios-class UAVs to provide the last 
mile connectivity over an area between 70 and 200 miles in 
diameter.  The U.S. State Department envisions its use as 
part of a Global Disaster Information Network [6].  
DARPA’s Fault Tolerant Networks (FTN) program also 

                                                 
3 ATRIA addresses only the technical means to provide this capability, not 
the doctrinal means. 

focuses on communication needs [8].  Similar to the ATRIA 
work, the FTN program aims to develop technology to 
maintain continuous network operation even under attack. 
FTN’s emphasis is on recovering from and containing 
computer attacks, whereas the ATRIA work seeks to deal 
with network outages due to battle damage.  The Defense 
DoD System Network (DISN) is another example of a 
network that needs to stay up and running. 
 
In the following section, we briefly describe the ATRIA 
tactical scenario, which is explained more fully in [7].  The 
tactical scenario is the driving application for the 
communications infrastructure and fault recovery system, 
which we describe in Section 3.  We have implemented a 
prototype to allow testing of the ATRIA system against 
various scenario configurations, as discussed in Section 4. 
 

2. THE TACTICAL SCENARIO 

The interested reader is directed to the previous 
publication [7] for more details; only a brief overview is 
given here.  The ATRIA system is designed to show the 
advantages of integrating military sensors and weapons into 
a networked information system.   Military assets such as 
radar and weapons would be connected to the network 
through wired or wireless links (including satellite and 
airborne).  Event detection, planning, and tasking of assets 
would be directed by intelligent agents residing on the 
network.4   

 
There are two types of SW agents used for the ATRIA 

tactical scenario: asset and coordination (hereafter we use 
the term tactical agents to refer to both types of agents).  
Asset agents serve military assets including tracking 
systems such as radar, and strike systems such as theater 
defense missiles.  Each military asset has an agent that 
communicates with other ATRIA entities across the WAN.  
Coordination agents, which are responsible for responding 
to enemy threats, can task asset agents and marshal the 
appropriate resources to attempt to neutralize those threats 
and minimize anticipated damage to friendly assets.   

 
There are several categories of coordination agents, 

and each one performs various tasks in response to events.  
For example, the Launch Detection Agent is the first agent 
to be notified of an enemy missile launch by surveillance 
system(s); in response it assigns tracking assets.  The Fire 
Control Agent is responsible for assigning strike assets 
(weapons systems) to enemy missiles.   
 

It is not necessary for coordination agents to have a 
priori knowledge of all available assets.  Instead, they can 
consult directory services whenever they need to find a new 
asset to accomplish a given task.  Assets dynamically join or 
exit the ATRIA system at any time by registering or de-
registering with the directory services.   
                                                 
4 As mentioned earlier, this paper does not address which functions should 
be automated, either wholly or in part.  For demonstration purposes, we 
have assumed that all activities are automated. 



 

 

Figure 1 – The ATRIA Network 

 
 

3. COMMUNICATIONS SCENARIO 

The tactical agents require reliable network 
connections of sufficient bandwidth to carry out their tasks.  
Since we are dealing with battlefield conditions, however, it 
is to be expected that connections may become unavailable 
due to damage, congestion, or other causes.   The goal of 
this phase of the ATRIA project is to demonstrate the 
advantages of using intelligent SW agents and distributed 
algorithms to dynamically manage fault recovery.   The 
mechanism used by ATRIA SW agents to recover from 
broken or congested links is the addition of radio links 
provided by unmanned aerial vehicles UAVs.    Our 
assumption is that a number of such aircraft could be made 
available for this purpose near the battlefield.  Based on 
current plans and projects underway in the government,5 this 
appears to be a viable assumption.  

 

                                                 
5 “ In the mid-term, the Air Force expects to exploit the technological 
promise of UAVs across the full range of missions, including areas such as 
communications relay and suppression-of-enemy-air-defense (SEAD) 
missions.”  [9] Also see [6] for NOAA emergency communications plans. 

In an operational environment, all ATRIA components 
would be deployed on machines connected to a secure 
network.  Military assets such as radar, weapons, and UAVs 
would be connected to the same network and directed by 
ATRIA SW agents.  All components of the ATRIA system 
are connected to the network by either wired or wireless 
links.  UAV’s use wireless links exclusively.  At present the 
system is implemented as a demonstration, so the function 
and timing of the military assets must be simulated, 
including the distributed wide area network itself.  The 
network and ATRIA components are illustrated in Figure 1; 
a screen shot of the graphical user interface developed for 
the project is shown in Figure 2. 

 
In the next section, we describe the network 

configuration and control module (NETCON) that provides 
agent-based detection and recovery from simulated network 
faults. Subsequently, we describe the simulation 
components used for the ATRIA communication scenario.  



 
 

 
 

Figure 2– The ATRIA GUI 
 
 
 

 

Network Configuration and Control 

There is no central network managing authority: 
NETCON agents resolve network problems in a distributed, 
self-organizing fashion.  NETCON comprises two 
categories of agents: Ground NETCON Agents (GNA) and 
Air NETCON Agents (ANA). GNAs are associated with 
ground nodes of the communication network.  There is one 
GNA for each network ground node.  A GNA monitors the 
status of all outgoing links of its node.  If it detects failure, it 
sends out a request for assistance that can be intercepted by 
ANA’s.  Each ANA is associated with one Unmanned 
Aerial Vehicle (UAV),6 over which it has tasking authority.   
An ANA can respond to a GNA’s call by re-establishing a 
link using the UAV’s radio channels.   

 
Descriptions of GNA and ANA behavior follow. This 

behavior is driven by node value measures, which are 
determined by the value of the associated links.  Link value 
is calculated from the priority7 and number of messages 
traversing the link, with depreciation based on time.  ANAs 

                                                 
6 ANAs could be associated with other types of aircraft or even satellites.   
7 In the Internet Protocol, version 6 (Ipv6) message priorities can be 
defined.  For the purpose of this project, we have defined three levels of 
priority that are specified within the message itself.   

keep track of values for all links that they’ve created.  
GNAs do so for all links that their node is attached to, other 
than ANA-associated links.   

 
When a GNA perceives that a link is broken, it checks 

to verify that the value of the link is above a preset 
threshold.  If this is the case, it sends a help request to all 
ANAs with the following arguments: node ID, link value, 
and link destination   Links that are rated below the 
threshold are those that are rarely used, and only by low 
priority messages.    

 
After issuing a call for help, the GNA awaits a 

response from an ANA.  During this time, it may receive a 
“help already on its way”  message from an ANA. This 
signifies that the GNA on the other end-point of the broken 
link has already tasked an ANA to repair it.  In that case, the 
GNA terminates the current help-requesting mode. 
Otherwise, the GNA responds with a “start tasking”  
message to the first offer of help that it receives, and waits 
for arrival of that UAV to repair the broken link.   

 
While awaiting the UAV arrival, if the GNA receives 

an offer of help from a second ANA, it calculates its 
possible time of arrival and compares it to the estimated 
time of arrival of the UAV that is en route.  Since time is of 



the essence in a wartime scenario, and we assume that any 
ANA can provide good bandwidth, the GNA will switch to 
the second ANA if it can arrive significantly sooner.  The 
GNA does this by issuing an “end tasking”  order to the first 
ANA, and a “start tasking”  order to the second. 

 
On the other hand, while waiting for the answering 

UAV to arrive, the GNA may receive from it a message 
indicating that the ANA “got a better offer”  from another, 
higher value GNA.  Value is defined in terms of the GNA’s 
associated node value, as described above.  Preemption by a 
higher priority GNA may happen even after the UAV is in 
place and delivering service.  The ANA can disconnect the 
link and move to another location in response to a higher-
value GNA.  In either case, the preempted GNA responds 
by sending out another help request with the same 
parameters as before.   

 
This use of value measurement has the effect of 

differentially “attracting”  ANAs, similar to the effect of 
pheromones on insect populations.  In nature, for example, 
ants leave pheromone trails that attract other ants, which in 
turn lay down additional pheromone.  The trail with the 
strongest pheromone scent attracts the most ants.  This 
simple strategy allows an ant colony to find short paths to a 
food source, even in the absence of a single controlling 
authority.   

 
When an ANA’s offer to respond to a GNA request is 

approved, it moves the UAV as needed to the correct 
location and establishes a “repair link”  by connecting the 
two endpoint nodes of the broken link with a new radio 
frequency link. This repair link may be of a different 
bandwidth and latency from the broken link. 8 The repair 
link will be given as much bandwidth as it needs in order to 
prevent congestion on the link, up to the maximum that the 
UAV can physically provide.  As long as the ANA is 
providing service to GNA, the repair link will be 
periodically monitored to ensure that its bandwidth needs 
are met.  If, after creating the repair link, the remaining 
bandwidth of the UAV is of a sufficient quantity (namely 
twice the minimum link bandwidth) then a second type of 
link is also created by the ANA, called a “bonus link.”   
Bonus links are used to create new connections from the 
node that requested help (i.e., the source node of the broken 
link) to some other randomly chosen node that is within 
range of the UAV.  In this way, we can create connections 
that have never been tried before, in an attempt to find a 
higher value link than the one that is being repaired.  
Normally two bonus links are created after the creation of 
the repair link, if the bandwidth of the UAV allows.  The 
message traffic flowing over the two bonus links is 
compared, with respect to priority and volume of messages.  
The bonus link with the higher value is maintained as the 
preferred bonus link, and the ANA turns off the other bonus 
link after first “ flushing”  the link of its current message 

                                                 
8 We assume that all network traffic is packet switched.  We do not address 
interface compatibility issues. 

contents (the messages in the link’s queues are allowed to 
move out of the link to the outgoing router before the link is 
turned off).  The ANA then creates a new second bonus link 
to some other randomly chosen node, and the comparison 
process is repeated. Since bonus links are chosen randomly, 
there are no a priori assumptions concerning which of the 
links will be better performers.  Each combination of 
endpoints is tried in random order so that all possible links 
will eventually be attempted if the ANA has sufficient time 
to do so.  Once a link is created, evaluated, and discarded, it 
is not tried again until all other possible links have been 
attempted.  When a new link is found that maintains a traffic 
flow of higher value than the current maximum-valued link, 
the current link is removed and the new link becomes the 
new maximum-valued link.  When a bonus link is created,  
it is allowed to operate and stabilize over a period of time, 
so that its current value can be accurately determined before 
comparing it to an existing link.  This waiting period also 
reduces the frequency of link creation and deletion, thereby 
minimizing the overhead associated with this process.  The 
period duration is parameterized and can be changed prior to 
running a scenario.  Using this kind of hill-climbing 
algorithm it is possible to eventually find a locally optimum 
bonus link from the given source node to all other nodes 
within RF range.  However, at any time the optimum bonus 
link may change due to fluctuations in network traffic 
volume and priority, so the process of searching for the 
optimum link from a given node continues as long as the 
ANA is in service to that node. 

 
If the GNA detects that the broken link has become 

active again, it notifies the ANA that it is no longer needed 
and it is released from tasking. Any bonus links that were 
created during ANA service are flushed and discontinued. 
The ANA then resumes idle mode and moves away in a 
randomly determined direction.  A possible alternative to 
this, which we plan to try in the future, is to allow the ANA 
to continue to maintain the bonus links after it terminates 
the repair link, until it receives a tasking message from some 
other GNA with a link value that exceeds the value of the 
highest bonus link.  In this way a very high-valued bonus 
link could remain in existence permanently (until the end of 
the simulation) providing a new message route that 
significantly boosts overall network performance. 

If a GNA detects that one of its links is congested, then 
it goes through the same procedure that it would for a 
broken link.  It sends out a request for help to any ANA that 
is available for tasking, and the responding ANA would 
create a repair link for the link that is in trouble.  In this case 
the repair link would augment rather than replace the 
congested link, as the congested link is allowed to continue 
to operate as best it can.  Congestion is determined by the 
amount of packet loss for a link, which is tracked and 
recorded for each link.  A packet is considered to be lost if 
there is not enough room for it on the message queue of the 
link on which the packet was supposed to be placed.  If 
packet loss exceeds a predetermined threshold, then the link 
is considered to be congested.  The GNA continues to 
monitor packet loss on the congested link while it is being 



serviced by the ANA.  If packet loss drops below the 
threshold and continues in this state for a predetermined 
minimum recovery time, then the GNA judges the 
congested link to be “repaired”  and releases the ANA from 
its tasking.  The minimum recovery period allows packet 
loss to stabilize at a new reduced level so that a temporary 
lull in link traffic does not trick the GNA into releasing the 
ANA too soon.  As in the case of being released from 
servicing a broken link, any bonus links that were created 
during ANA service are flushed and discontinued. 

 
To summarize, no central ATRIA authority 

coordinates the activities of the ANAs.  Instead the 
cooperative activity of the GNAs and ANAs, driven by the 
node value measures, enables the agents to solve network 
problems in a distributed, self-organizing fashion.  The 
attraction of the high value nodes for ANAs allows the 
network to route high priority messages more efficiently. 
Ultimately, network routing “highways”  that support large 
volumes of traffic are more likely to be fault tolerant due to 
the fault-recovery activity of the ANAs on the high priority 
nodes of the highways.   
 
Simulation Components 

There are three components to the simulation model 
that the ATRIA team created for the communications 
scenario: the Topological Network Tool (TNT), the Abstract 
Network Model (ANM), and the fault generation module 
(FATE). 

 
TNT provides the following functionality:9 
 

1. Simulation of network nodes, routers, and links 
2. Simulation of message routing and delivery over a 

TCP/IP network 
3. Maintenance of statistics on quantity of message 

traffic for links and nodes, broken down by 
message priority 

4. An HTTP-based Application Programming 
Interface (API) for creating and manipulating the 
network and for obtaining network statistics 

5. A socket-based API for receiving messages to be 
routed and sending back messages whose routing 
has been completed. 

 
TNT is coded in C.  It provides an HTTP-based API 

that allows a calling module to create, manipulate, and 
delete objects in the TNT network model.  It also allows a 
calling module to query the attributes (e.g., bandwidth, 
latency, message statistics) of any link or node.  The API 
operates as a web server listening on a port of the machine 
on which TNT is running.  The following commands are 
supported:  create link, remove link, change link attributes, 
get link attributes, create node, remove node, get node 
routes, get node statistics, get all statistics, update network 

                                                 
9 TNT is based on a previously developed Aerospace tool called the Bit 
error Latency Testbed (BLT), developed by S. Boone, A. Olson, and J. 
Fedor.   

(to execute a batch of network updates that have been 
requested), and change node address.   

 
To use the API, the calling module connects to TNT 

with a socket to the host and port that TNT is listening on 
for http requests, and requests http service from the TNT 
web server.  The calling module sends an ASCII string that 
specifies the name and arguments of the command to be 
executed.  TNT parses the command and executes it, then 
returns a response to the calling module in XML format that 
is parsed and processed by the calling module.  For all 
commands other than statistics queries, the main part of the 
TNT response consists of notification as to whether the 
command was successful or not.  In the case of statistics 
queries, the TNT response consists of the current message 
traffic statistics that were requested, in XML format. 

 
The ANM provides a high-level representation of the 

communication network and acts as an interface between 
TNT and all other ATRIA modules.  It creates and 
maintains the following information:  
 

1. A node and link model of the current network 
2. A map of the current physical locations of all 

network objects10 
3. The status of each link (enabled, disabled, broken) 
4. The interface(s) available at a location 
5. The interface type of each link (wire, radio, 

satellite) 
6. The current radio frequency links that exist to and 

from each communications UAV as it moves 
across the battlefield 

 
The ANM has four components: locations, interfaces, 

hosts, and links. Locations are single physical places in the 
network (such as a Patriot battery) that contain a host and 
one or more interfaces. Interfaces and hosts are both 
represented as nodes to the underlying TNT model.  An 
ANM link connects two nodes, and is identical to a TNT 
link.   Therefore a link can connect two locations, by 
connecting the interfaces at two different locations, or a link 
can connect two different interfaces at the same location. 

 
A subscription-based information directory is available 

for location information and link information objects in the 
ANM. It is in charge of storing and distributing the 
statistical information about each link, which is provided to 
it by TNT.  ANM will distribute the information to any 
subscribers.  
 

An ATRIA agent can send a message to another agent 
by calling the ANM.  The ATRIA code has been structured 
this way so that the method of routing is invisible to the 
calling agents. Along with the message to be routed, the 
destination agent’s identifier must be specified.  TNT routes 
the message through the network model from source to 

                                                 
10 In the current version of ATRIA, ground nodes are not allowed to move.  
Only the UAV's, satellites, and other aircraft move. 



destination node, using open-shortest path first routing.  
When the message reaches the TNT destination node, TNT 
returns the message to the ANM, which then forwards the 
message to the final destination agent.  In this way the delay 
time associated with the route followed by the message 
through the network is approximately simulated.  

 
The fault generation module, which we call Failures 

And Traffic Exogenously (FATE), was created to introduce 
faults into the network simulation.   The SW agents then 
attempt to recover from these faults.  FATE acts as a 
generator of faults in the ATRIA communication scenario, 
and it also stresses the network by generating messages of 
random size and priority to be sent between randomly 
determined source and destination nodes, which is in 
addition to the traffic created by the tactical scenario. 

 
The faults that FATE introduces are in the form of link 

failures.  Link failures are generated for randomly chosen 
links and are of a randomly determined duration within a 
predefined time range.  When a link is disabled by FATE, 
its bandwidth goes to zero, making it impossible to transfer 
any messages over the link.  At the end of the failure’s 
randomly determined duration, the link automatically 
recovers to its full capability.  Very long durations can be 
used to simulate links that fail permanently.    
 

4. PROTOTYPE IMPLEMENTATION 

ATRIA is implemented using a combination of open 
source software and custom C and Java code. The software 
agent infrastructure and communication protocol are 
implemented in Java. Link values are determined by 
message priority and the number of messages moving over 
the link per time period, with depreciation based on time.   
Currently three priority levels are specified.  The network 
location and protocol of agents is transparent to the 
developer.  When sending a message between agents on 
different machines only the unique name of the receiving 
agent needs to be specified.  The ANM has a Network 
Model Server that takes care of mapping the agent name to 
network address, and then the ANM will send the message 
to the proper destination.   

 
The Abstract Network Model (ANM) is coded in Java.  

It keeps a limited representation of the physical location 
(longitude, latitude) of all of the locations in the model. This 
network map employs a two-dimensional grid, where each 
grid entry contains a list of network locations that are within 
that grid square. When the network map is constructed, the 
grid is created from the given width and height 
(corresponding to the size in latitude and longitude to 
create) and a given integer ratio which specifies how wide a 
grid square is in longitude/latitude units. Also specified 
upon creation is the location of zero longitude and zero 
latitude in relation to the given width and height. With this 
information, inserting a new location into the map is simple. 
The network map must keep track of all moving objects 
within the system. In this iteration of ATRIA, only a 

simplified method of moving aircraft is implemented. The 
Airborne NETCON agents (ANAs) calculate where they 
want to move to, and then notify the ANM of their new 
location. In this way, the network map receives updates.  
Since all locations are kept in the grid, all that is required for 
moving an aircraft is that the new and previous locations of 
the aircraft are given. 

 
All messages from ATRIA agents or external 

processes (such as from FATE) are sent through the ANM, 
which can route the messages in two ways.  The primary 
and intended method is for the ANM to pass it to TNT, 
which simulates the actual delays that would be experienced 
by a message through a TCP/IP network in the battlefield.  
Once TNT has completed the routing, the message is 
handed back to the ANM, which passes the message to the 
intended recipient. The ANM itself can also perform a 
simple routing simulation. This capability was developed as 
an interim solution until TNT is fully integrated into 
ATRIA.   When operating without TNT, the ANM also 
keeps limited statistics about the network performance. 

 
The fault and traffic generator module, FATE, is 

written in Java.  FATE determines when to produce faults 
and message traffic based on predefined probabilities that 
are associated with each of the two types of activities.  
Other parameters that can be set for traffic generation 
include the range in number of messages per cycle, the 
amount of time between messages and the min and max 
sizes for any generated message. This allows the user to put 
many different constraints on the system.  
 

The database contains enemy missile trajectory 
attributes, asset assignments, and no-kill zone information.  
An Open Source relational database management system 
called PostgreSQL is the database used in ATRIA.  The 
directory service interfaces and methods are coded in Java.   
 

 
5. A DAY IN THE LIFE OF ATRIA 

This section describes a hypothetical run-through of an 
ATRIA simulation for the simplest scenario.  Before the 
simulation begins, all tactical agents are initialized to their 
start states using a priori knowledge.  Network components 
are loaded and initialized from a start file that builds the 
Abstract Network Model accordingly.  The directory 
services are populated at this time with information about 
the initial set of assets to be used during the run. A set of 
control classes is provided for the simulation that allows all 
components to be started, paused, un-paused, and stopped. 
  
 To begin the simulation, the tactical and NETCON 
agents must be started. FATE may or may not be started at 
any point of the simulation. Let’s assume for now that 
FATE is not started. The scenario begins with the enemy 
force control center launching a Scud missile against a 
friendly target. Scud objects control their actions separately 
from the rest of the simulation. As a Scud launches and 



travels towards its friendly asset target, its position and 
status are kept in the database as the real-time Scud 
information. In order to more faithfully simulate the 
tracking capabilities of real assets, the Launch Detection and 
Track agents maintain a second database table which 
models what information might actually be available to 
track assets as they track a real-time Scud missile (e.g., the 
data is a few seconds older than the current real-time data).  
At any time, Launch Detection or Track/Scan agents can 
query this database to discover information about the Scud.  
When the Launch Detection Agent discovers that a new 
Scud missile has been added to the database, it sends a 
message to the Track Agent, indicating that a Scud has 
begun its flight. This process is repeated every second of the 
simulation as the Launch Detection Agent continues to look 
for more launched scuds. 
 
 The tactical part of the scenario continues as 
described in [7], except that all messages between agents are 
sent through the ANM, and routed through TNT. All 
messages must go through TNT in order to simulate the 
delay associated with traversing the network.  This includes 
delays caused by damage and congestion, since TNT always 
maintains a representation of the current state of the 
network.  When a message is sent it is intercepted by the 
ANM, which forwards it to TNT via a socket interface.  
TNT inserts the message into the incoming queue of the 
router associated with the source address of the message.  
Recall that all routers and links of the network are simulated 
in software.  At the source router, the destination address of 
the message is located in the router’s forwarding table, and 
the message is put onto the incoming queue of the link that 
connects the source router with the next-hop router specified 
in the forwarding table.  The link’s incoming queue also 
simulates the delay time associated with the bandwidth of 
the link.  Each message added to the incoming queue 
receives a timestamp that tells when the message should be 
removed from the queue, based on the time required for the 
message to move through the link at the rate specified by the 
link’s bandwidth.  After the message is removed from the 
bandwidth queue it is then placed onto the link’s latency 
queue.  This queue simulates the latency period associated 
with the link.  Here the message receives a new timestamp 
that is equal to the current time plus the latency of the link.  
When the specified time arrives, the message is removed 
from the latency queue and placed on the incoming queue of 
the router at the outgoing end of the link.  At this time, the 
statistics of the link are updated by adding the number of 
bytes in the message to a counter associated with the 
priority of the message.  (The value measures of the link and 
its incoming router are derived from the link’s message byte 
counters.)  This process is repeated at each router and link 
until the message reaches its destination router.  At that 
time, the routing is complete and TNT sends the message 
back to the ANM, which then forwards the message to the 
agent that is the real destination of the message.�
�

Meanwhile, the NETCON agents are making sure 
that messages get through and that links are repaired if 

necessary. Throughout the tactical simulation, messages of 
varying priorities are generated, and links may be destroyed 
upon Scud impact (or by collateral damage).  
  
 At startup, the GNA subscribes to get network 
statistics for its node from the ANM. This information 
arrives periodically (in our current scenario, every 10 
seconds).  When the GNA receives a new message with 
node statistics, the GNA searches the data for any links that 
are broken. At startup, the ANA receives its starting 
latitude, longitude, and altitude from a configuration file.  
Then it also subscribes to get information about its 
connections and link statuses from the ANM and receives 
this information periodically. The ANA begins by just 
moving around the battle site; it will pick a random asset 
that it knows about (from an internal map structure) and 
move towards that asset. 
 
 At some point, a GNA will discover that one (or 
more) of its links is broken or congested beyond the 
allowable threshold. At this point, the GNA will send out a 
“help request”  message. The GNA will wait up to 300 
seconds (this variable can change at scenario run-through) 
for an ANA to respond. An ANA that receives that message 
will decide if it should help the requesting GNA. If it is not 
already tasked (and at the beginning of the scenario, it won’ t 
be) then the ANA will send a message to the GNA with a 
“help offer”  message. When the GNA receives that message 
it will send a "start tasking" message to the ANA.  Upon 
receipt of the message, the ANA will begin to fly to the 
midpoint of the broken link. Once the ANA reaches the 
midpoint of the broken link, it calculates how much total 
bandwidth is available to fix the broken link. Then the repair 
link and any bonus links are created and the ANA sends a 
“help arrival”  message to the GNA, indicating that it is now 
being serviced. While helping the GNA, the ANA will 
continue to adjust the assistance that it is giving the GNA by 
reviewing and adjusting the bandwidth it is providing to the 
repair link and the bonus links. Bonus links will be 
compared and new bonus links will replace low performing 
bonus links as the ANA attempts to provide better service 
and better link options to the GNA. The ANA will continue 
to service the GNA until the GNA sends an “end tasking”  
message, indicating that the ANA’s help is no longer 
needed, or until the ANA receives a better offer from 
another GNA, in which case the ANA would send an “end 
help”  message to the GNA. 
 

At any point during the scenario, FATE can be 
turned on or off. As this happens, message traffic and link 
failures are automatically inserted into the ANM and sent to 
TNT to be routed and updated. The number of messages and 
their respective priorities will affect the ability of all the 
tactical scenario’s messages to get through in an efficient 
manner. In addition to any congestion that additional 
messages cause, link failures further tax the ability to 
successfully transmit high priority messages, and the GNAs 
and ANAs must respond to these link failures by creating 
new links that will allow the messages to flow through the 



network undisturbed. As the GNAs lose capability at their 
ground host sites, ANAs can become increasingly 
responsible for keeping the network connected; in most 
instances, there are a sufficient number of ANAs to keep up 
with the demands of the tactical scenario described in [7]. 
FATE further taxes the system, but in preliminary runs we 
have found that with four ANAs we have been able to 
amply repair links from battle damage and FATE for our 
sample network scenario (shown in figure 1). 

 
 

6. CONCLUSION 

ATRIA employs software agents that exhibit 
autonomy, multi-agent interaction, reactivity to the 
environment, and emergent behavior.  Intelligent agent 
behavior is enabled by a combination of procedural 
processing and knowledge-based reasoning.  ATRIA agents 
function on behalf of the various actors and assets on the 
network, monitoring status and events, tasking assets, and 
scheduling processes. The agents dynamically discover and 
access data and resources distributed across a dynamic, wide 
area network using Internet directory service technology.  
The agent-based design hides the complexity of 
communication between heterogeneous “stovepiped”  
military systems and data sources that have been 
traditionally difficult to coordinate.   

 
These ATRIA capabilities could allow an automated 

system that can detect enemy attacks, discover and marshal 
the available resources that are needed to counter the threat, 
and carry out a plan of action to neutralize the attack. 
Network connectivity is constantly monitored by SW 
agents, which repair breaks and congestion in 
communication links when possible, allowing the battlefield 
missions to continue without disruption.  A rapid automated 
response of this kind will become more important in future 
battles, where seconds can mean the difference between 
survival and destruction of key friendly assets.  

 
The current ATRIA prototype is the first step in 

demonstrating this capability.  It is a proof of concept 
experiment, to illustrate the advantages that can be gained 
by combining an advanced information infrastructure with 
intelligent software agents to provide connectivity, 
interoperability, and dynamic control and allocation of 
assets.    Human intervention is not required, although in an 
operational system it will likely be considered desirable for 
safety reasons and to handle cases of greatest complexity.  A 
human interface could easily be provided for this purpose. 

 
At the time of this writing, rigorously quantified 

results regarding effectiveness of the approach for a variety 
of scenarios are not yet available.  For future work, we hope 
to test and compile statistics on the effectiveness of 
NETCON.  In the first test condition, which we can consider 
the “control group” , we would run the network simulation 
(TNT and ANM), the tactical scenario, and FATE.  Since 
FATE’s task is to disrupt network communication by 

disabling links and creating exogenous message traffic, we 
would expect the tactical scenario results to be less than 
optimal as measured by the number of Scuds successfully 
destroyed.  For the second condition, which we can consider 
the “experimental group,”  we would run all the components 
of the control group plus NETCON.   

 
Since NETCON provides autonomous recovery from 

network failures, we expect the experimental group to 
produce a significantly better Scud kill ratio than the control 
group.  Significance in this case can be quantified in the 
same way as in the social and physical sciences, namely if 
the difference in scores between the two groups is calculated 
to have a probability of less than a threshold value (typically 
.05 or .01) of being due to chance alone, then we have a 
significant difference.  One issue we must consider, 
however, is whether the Scud kill ratio is a good figure of 
merit for this scenario, since the method of determining if a 
Scud is destroyed or not is based on random probabilities. 
Another possibility for rating our communication system is 
to explore how well our approach kept the network 
connected, basing our performance on overall number of 
dropped messages.  
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